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Following more than a decade of development of new simulation technologies under US 

Navy funding, the University of South Carolina has now partnered with other academic 

institutions (mainly among the Electric Ship Research and Development Consortium) and also 

with the small business, SysEDA Inc., to develop a web-accessible collaborative design and 

simulation environment codenamed S3D. This environment, which extends the Virtual Test Bed 

concept (see http://vtb.engr.sc.edu), permits users to collaborate on designs and execute 

simulations wherever they have access to the internet. The environment is currently delivered via 

the Software as a Service (SaaS) model and does not require the direct installation of any 

software. Software as a Service (SaaS), from the application developer’s standpoint, allows to 

dynamically scale-up an application by adding computational resources as the number of users 

increase. Likewise, as demand for the application diminishes, the computing resources can be 

scaled back and returned to the pool of resources available from the cloud service provider. This 

allows the developer of SaaS applications the ability to reach many users without having to 

spend a significant amount on infrastructure. And conversely, it permits users to adopt the 

applications with minimal investments themselves. Typically a SaaS provider will purchase time 

on cloud machines ranging from single-core x86 servers to eight-core x86 64 bit servers. This is 

the model currently being employed to deliver the S3D environment. The S3D environment 

provides a standard set of collaboration tools such as chat, forums, and document exchange as 

well as early stage system design tools and time-domain simulation tools. The first prototype of 

S3D has been developed and is being utilized by engineers from various universities (members 

of the Electric Ship R&D Consortium) and by US Navy personnel to improve the design process 

for next-generation more-electric ships. 

So far, the first iteration of the S3D environment uses fairly conventional cloud 

computing concepts. But the next iteration of S3D will push hard on the boundaries of existing 

cloud computing models. Because S3D is intended to permit users to submit very large 

simulation jobs to the queue, a key challenge is how to scale the back end (the simulation engine) 

while using conventional cloud resources where, typically, the computing environment is 

composed of heterogeneous resources, perhaps from multiple administrative domains, that are 

geographically dispersed and loosely coupled. These features are not hospitable to fast solution 

of large tightly-coupled simulation problems. Although developers of some grid computing 

resources may strive to reach a common configuration, still the inherent nature of the cloud 

model is that the computers are loosely coupled and there are not provisions for high-speed 

exchange of data between computers. Yet to solve large problems, we must decompose a large 

simulation problem into many smaller pieces and communicate frequently and quickly between 

those pieces. As part of our work, we will evaluate whether existing commercial cloud services 

can meet our needs, or whether instead we need to promote the development of new kinds of 

cloud resources that better meet these needs. 


